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Demand Function = Value Distribution

T °

Demand D(p): probability of buying at
D . price p, decreasing in p (normalized to [0, 1])

F :=1— D increases from 0 to 1

~
(4

Equivalently: each customer draws a
p private value v ~ F, and buys iffv > p

D(p) = Pt {v=p}

-
-

Revenue R(p) :=p - Pryop{v > p}

Monopoly price p* := argmax,, R(p)
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Dynamic Pricing with Unknown Demand

Ineachround t=1,2,.... T

: : i.i.d. : ,
@ A customer arrives with value v; "< F, where F is unknown to the firm
@ The firm posts a price p;, based on the information from past rounds

@ The customer buys iff v; > p;: the firm only sees 1[v; > p;], and earns p;1[v; > py]

Regret: revenue gap compared with knowing F'

Rr:=T-R(p

Zpt vt >pt]

Goal: Sy = o(T) (i.e., as good as p* when T' — o) for any possible distribution F
Or at least... We need to learn p* up to € 12(p) > R(p*) — ¢ in poly(e~!) rounds
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Warm-Up: What If We Saw Each v; after Each Round ¢7?

If we have n i.i.d. samples v, v9,..., v, ~ F 1T 5 P
~ " VS.
o Empirical CDF F,(z) := 1 3" | 1[v; < 2] shaded: F =+ e

o Pr{sup,|F,(z) — F(z)| > e} < 2e72" [pKwsg]
° En(p) =p(l - ﬁn(p)) is 1/y/n-close to R

Sample Complexity Sample(e)

Number of samples vq,...,v, S F needed to find a p with E[R(p*) — R(p)] < €

R, and R e-close = p,, := argmax,, Ry, (p) is 2e-optimal = Sample(e) = O(2)
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Single Prices: One Bit per Customer

Dt vi (hidden)  buys? 17 full info: same
t=1 - v confidence
t=2 ° —— X
= | C v single price:
=4 —— | w v different error bars
5 ° —— X p

@ Round ¢: only see 1[v; > p;], which we call a threshold query at p;
@ Using the same p for n rounds: can est F'(p) within i\/iﬁ, but only at this p
@ Previously: one sample v; answers the threshold queries at all prices at once

Threshold Complexity Threshold(e)

Number of threshold queries needed to find a p with E[R(p*) — R(p)] < €

Threshold(e) > Sample(e). How much larger? A hard instance —
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A Hard Instance: Where is the Needle?

R(p) , :
J ~ e slots, width ~ ¢ Single prices
AAAAAAAAAA A 1[v > p|: same under Fy, F;
Fj: +ein slot j T~ unless p € slot j, which only off by e

— ¢ 2 queries x ¢! slots
p = Threshold(e) = Q(¢~3)

Fp: a flat plateau, equal revenue everywhere

T T samples vt

query: same

query: moves = ¢ Full information

One v; answers 1[v; > p| for all p
= Sample(e) = O(e?)

Single prices Threshold(e) = O(¢3) [LsTw23] vs Full info Sample(e) = O(e~2)
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Video streaming
Basic (HD, with ads)  $8
Standard (Full HD) $16
Premium (4K) $24

Flight
Confirmed business class $400
Bid-for-upgrade (50% chance)  $250 if seated

(q,p) = (0.4,$8), (0.7,$16), (1,$24) (¢,p) = (1,$400), (0.5,$125)

e Option (q,p): get the item w.p. ¢ (or a g-fraction), pay p in expectation

@ Menu: a set of options. Customer picks the best (¢, p) maximizing vg — p (or
nothing if they are all bad). Firm sees the chosen option (g, p) and earns revenue p

e Single price = {(1,p)} (which we call a size-1 menu)
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A Menu Splits Values into Intervals

utility e Option (g, p): line v +— qu — p (slope q)
confirmed o Flight example: standby %v —0.125,
confirmed v — 0.4
nothing

standb Value v picks the highest line at v

T ‘ XY
|
7 i 1 Each option optimal on an interval
! |
! |

! With m options: firm now observes
nothing standby  confirmed which interval v is located in

0 0.25 0.55 ! o Single price: [0,p) vs [p, 1]

e 2 options: [0,p1) vs [p1,p2) vs [p2,1)
o Full information: “infinite intervals”
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We Can Use Menus to Ask Interval Queries

e Interval query [a,b) = see 1[v € [a,b)] interval o v € [a,b)?

o Threshold query p = interval query [0, p) threshold ——— v > p?
e Sample = interval query at every [v,v +¢€)

sample see v

<o

Interval Complexity Interval(e)

Number of interval queries needed to find a p with E[R(p*) — R(p)] < €

Sample © (e ?) < Interval ? < Threshold O(e7?)
Interval = O(e~2) — as good as having full info!
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Results: Interval Queries Are as Good as Samples

Queries to learn p* within € samples = interval | threshold
General €2 = €2 €3
Regular €2 = €2 €2
MHR e 1o = e 1o e 2
Curvature k kR1/2e15 = T 1/2¢715 e 25

@ All tight up to logs. Prior work: [DKW56; HMR15; KL03; LSTW23; KSU19]
@ Curvature k > 0: R(p*) — R(p) > k(p — p*)? for all p € [0, 1]

Still one-bit feedback per customer, yet as good as revealing the full v!
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Learning the CDF: Segment Tree + Empirical Bernstein

depth 0 | 1 ' X=1le LetN:e_Al. Forall k =0,1,..., N,
depth 1 | 0.2 | 0.8 > =1 estimated F'(ke) must be F'(ke) £ ¢
(threshold queries: Q(e=2) for each k)

depth2 | 0.05 |[ 015 | 055 |[ 025 | > =1

. kY _
depth 3 o119 Segment tree: [0, v) = < logy N tree

) o i .
intervals; estimate each within j:—logzN

0 1

oo -+

1
2

F(8) = Prv < 3} - 02403 @ Query I: coin with mean p; = Pr{v € I'}

@ Var < mean = small mass, small noise

one tree interval I ‘ one depth (disjoint: >, py < 1) ‘ all log, N depths

O(4 + 1) Mpog] \ O(%+ ) =0(2) \ O(e72)

Interval(e) = O(e~2): as good as samples (threshold queries: ©(e~3) [LSTW23])
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Learning the Whole CDF Is Wasteful

@ Two similar unimodal Fi, F5 (MHR, a R(p)
nice class of distributions) (p*, R(p"))

@ Revenue: the same near p*, different
only at very bad prices

@ To price: no need to tell F} from I, \‘ Fy
@ To learn CDF: must tell them apart P \\
Estimating the rest of I precisely is —_— — 7
wasteful e-optimal very bad
p* £ O(/e) prices

MHR: Sample(e) = ©(e~ %) [HMRr15]. Can we match it using interval queries? —
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Zoom In without Cutting the Tree

candidates

bad region 1 4 bad region 2 FH  bad region 3

not needed - i
one coarse leaf post pn
o Layer A = %, ;11, .... candidates py < --- < pn near-optimal (R(p;) > R(p*) — 4A)

Estimating R(p) = pPr{v > p} needs the mass of everything above p
= cannot simply “cut away" those bad regions

Instead: tree over candidates, fine near good prices, coarse in bad region

Estimate candidates’ R (up to +A). Refine to half. Eliminate sub-optimal.
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Key Property: Little Mass between Near-Optimal Prices

@ R(p) = area of the rectangle.

@ Raise the price from p to p': gain

loss (p/ —p)Pr{v> p/}’ lose pPr{p <v < p/}
@ Both A-optimal = loss < gain +A

o) R = pPr{p<v<p}<p —p+A
Py p — little mass between near-opt prices
one interval [pg, py) ‘ one depth (telescoping) ‘ layer A
SErlEal )| o(gS) | o(ngs)

General: py — po < 1 = Interval(e) = O(e2)

MHR: py — pg = O(VA) = Interval(e) = O(¢ %), as good as samples
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Back to Regret: Chains of Reductions

° ZR(Tm): best worst-case regret with < m options (single price: m = 1)

@ Arrows: black-box reductions; dashed: our algorithms. How? —

Regret with Price estimation via CDF estimation via

infinite menus samples samples
1

size-3 menus 1 ours
1

size-2 menus [ - - - oo o oo o- interval queries interval queries

threshold queries threshold queries
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One Price to Earn, Two to Learn

Earn and Learn

@ Segment tree asks [a,b) = a menu
with boundaries a, b

@ A menu also earns the same as
posting each boundary w.p. whatever
we want (flight: $250 or $550, + each)

'2
@ But a,b can both be bad (e.g., [0, +))
@ Add best guess p as a 3rd option: p
w.p. 1— ’TQE a,b w.p. :,% each

. earn =~ R(p)

a, b: bad prices, lose a lot!

a,b w.p. % each: learn whether v € [a,b)

Repeat with e = 1, 1. O(e72) rounds, each losing O(e) = regret 3 O(e¢~!) = O(VT)

Size-3 menus: 9‘{%”) = O(V/T) for every F (same as full information)
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Takeaway: A Slightly Worse Second Option

@ Zooming only asks [p;,p;) between candidates, so p; is near-optimal (unlike the
segment tree: [0, +)): post p; w.p. 1 — T2, p; w.p. T~2 = 2 options

Second option Main option
get it w.p. 1 — T2 get it for sure
pay p; only if you get it pay (1 —T2)p; + T 2p; =~ p;
nothing second option main option value v
Di bj

o —> Customers with v € [p;, p;) take second option: an interval query for free

Size 2 Regret: %g) = O(VT), O(T/3) for MHR. Matching full-info (up to logs)
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Regret: Two Options Suffice

Regret size oo (full info) =<  size 2 size 1 (single price)
General VT = VT T2/3
Regular VT = VT VT

MHR T3 = TY3 VT
Curvature k k1313 = x1/3T1/3 T3/5
ZoomDim d T/ (d+1) = Td/d+D T(d+1)/(d+2)

@ All tight up to logs. Prior work: [DKW56; HMR15; KL03; SW24; LSTW23; KSU19]

@ ZoomDim d: A~% intervals of length A cover all A-optimal prices. Every single F: size 2 attains 6(VT),
Vi :=sup min{TA, N(A)}, and even full info cannot beat (V) locally near F' (local minimax)
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Extension: Instance-Optimality

N(A): number of length-A intervals covering the A-optimal region

Zooming dimension d: N(A) ~ A~ (as in Lipschitz bandits [KSU19])

Candidates span py — po < AN(A) = O(N(A)/A) rounds, each losing O(A)
Halve A until N(A)/A ~ T = regret O(T%/(d+1)

NN /N

-t —H+HH— ——HHHH—P

drops linearly drops quadratically (I\/IHR) flat top (worst case)
N(A)=0(1):d=0 NA)~A"Y2 d=1 NA)~A 1 d=1
o(1) o(TV/3) OWT)

Every single F: size 2 gets O(T% (1), without knowing d
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Lower Bound: Hard Instances Locally Around F'

//—\‘Gl ZoomDim d
. e[ °
® / ..
Gy ~-7 minimax: worst
. 1 case anywhere
P local: H?(F,G;) < 17 Y

@ On F alone, “always post p*" has 0 regret: must compare F' with neighbors

e Half [a,b) of the A-optimal interval: mass ~ AN(A). Move masses = G1,G>
@ Density on [a,b): x(1+ ﬁ) = H*(F,G;) ~ ﬁ ~ 7 if TA ~ N(A)

@ T rounds can't tell G; from Gy, yet every price is A-bad under one

Regret Q(TA) = Q(T%(@+1)) on F, Gy, or Gy, even with full info
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Extension: Adversarial Dynamic Pricing

@ v1,...,vr picked by an adversary 1 price p —»
@ Row t: prices customer ¢ would buy at t=1 .
o Benchmark: best fixed price p*, defined zz; .|:| IZ.I
as maxp y_, p 1{vy > p| f—d e [
o With full info (Hedge [Fso7]): post p w.p. t=5 W
o exp(7 - total revenue of p) = O(VT) revenue of I
fixed p

o Single price: O(T2/3) [kLo3]
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Size 3: Earn with Hedge, Learn Another Interval

o Menu: Hedge's p; w.p. 1 — 2 (earn);

the two ends of a tree interval I; w.p. [ |
1 each (learn whether v; € I;) \ I [ | asked: v € I;?
@ Row t: ]l[’Ut > p] =1- ZI ]l[’Ut S I] DDDDDDDD pieces of [0, %)
over the tree pieces I of [0, p) - N
wel] iy _ 0 L 5" 1
o Guess 1[v; € I] bymlflt—l, 2 8

else 0 (importance-weighting)
Unbiased revenue of every price: Hedge runs as if seeing v;, but with noise
How much noise? Depends on which I; we ask —
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Ask Where Hedge Looks: Small Noise

1 . . earn:
o Hedge's regret =~ +/T - noise, noise = mean e

' . Hed ight

@ Uniform I; (e.g., [MN21]): noise up to
|

#prices = only O(T?%/3) — e o
@ Ours: Pr{l; = I} « Hedge's weight on p's ] B ] o | |
paSSing thrOUgh I: cancels ﬁ learn: ask tree interval Iy

. . darker = likel
@ v, is in one tree interval per depth —- (darker = more likely)

noise O(log? T) = O(VT) regret!
Size 3: (5(\/T) against adaptive adversaries, as good as seeing v,
Also: O(1/(S + 1)T') against prices switching S times; limited supply [BDKS15]
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Offering a slightly worse second option is
(almost) as good as having full information

size 2 = size oo = full information, for every class and every single F’
Thank you!

& yandai20@mit.edu @ https://yandaichn.github.io/
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