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Adversarial MDPs
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Our Algorithms
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√
S and

√
K Dependencies in Tabular and Linear AMDPs
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Episodic Adversarial MDPs
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h = 0 1 2 H − 1 H

P(· | s1, a1)
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?

K episodes each with length H. States
S = {s0} ∪ S1 ∪ · · · ∪ SH−1 ∪ {sH}, initial
state s0, terminal state sH . Actions A
At state sh ∈ Sh: pick action ah ∈ A,
incur and observe loss ℓk(sh, ah) ∈ [0, 1],
transit to sh+1 ∼ P(· | sh, ah) (∈ Sh+1)

Transition P: fixed but unknown
Losses ℓ1, . . . , ℓK : obliviously adversarial
Bandit feedback: only see incurred losses
Policy π : S → △(A) (can depend on k)
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Goal: Compete with the Best Fixed Policy

V π
k : expected total loss of policy π in episode k (under the true transition P)

Regret: total loss compared with the best fixed policy in hindsight

RK :=

K∑︂
k=1

V πk
k −min

π

K∑︂
k=1

V π
k

S = H = 1: the A-armed bandit, Θ(
√
AK). In general: Ω(H

√
SAK) [JABJ18]

Qπ
k(s, a): expected loss of π from (s, a) to the end of episode k

qπ(s, a): probability that π visits (s, a) (occupancy measure)

Linear AMDPs: infinitely many states, known features ϕ(s, a) ∈ Rd

P(s′ | s, a) = ⟨ϕ(s, a), ψ(s′)⟩, ℓk(s, a) = ⟨ϕ(s, a), ζk,h⟩. Known: Ω(dH3/2
√
K) [ZGS21]
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Known Results: Stuck at S
√
AK (tabular) and K3/4 (linear)

Tabular AMDPs
H3/2SA1/4K3/4 [RM19]

HS
√
AK [Jin+20] open problem

H2S
√
AK [LWL21]

HS
√
AK [DLC22]

H2S
√
AK [DWZ23]

HS
√
AK [LT26] concurrent

H5/2
√
SAK ours

lower bound: H
√
SAK [JABJ18]

Linear AMDPs
K14/15 [LWL21]

K8/9 [DLWZ23]

K6/7 [SKM23]

K4/5 [KZWL24]

K3/4 [LWZ24]√
K (inefficient) [LWZ24]√
K, efficient [LWZ26] concurrent√
K, efficient ours

lower bound:
√
K [ZGS21]

Why were all of them stuck?
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Evaluate the Current Policy πk

s0

(s, a)

Lk,h: loss from step h

qπk (s, a): all ways to reach
(s, a) under πk and P

Evaluate the current πk: estimate Qπk
k (s, a)

at every (s, a), from a single trajectory
If the trajectory visits (s, a) at step h: we
see Lk,h, the loss from step h to the end
Importance weighting is unbiased:

ˆ︁Qk(s, a) =
1[visit (s, a)] · Lk,h

qπk(s, a)

(i.e., Ek−1[ ˆ︁Qk(s, a)] = Qπk

k (s, a), ∀(s, a))
But qπk(s, a) depends on the unknown P!

How to estimate qπk(s, a) with a changing policy πk and unknown transition P?
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Idea 1: Relying on the Past Brings Linear-in-S Dependency

1 k K

color: policy

ran π1, . . . , πk−1

confidence set Pk ∋ P uk(s, a)

Past episodes ran other policies, which may rarely visit where πk visits
Idea: estimate P as a confidence set Pk, and take the most favorable P ′ ∈ Pk

(optimism: q̄k(s, a) := maxP ′∈Pk
qP

′,πk(s, a) ≥ qπk(s, a) [Jin+20])

Confidence radius at (s, a) is ≈
√︁

P(s′ | s, a)/N(s, a) after N(s, a) visits
=⇒ estimation error

∑︁
k

∑︁
s,a

(︁
q̄k − qπk

)︁
(s, a) ≈ HS

√
AK

The width of Pk brings a linear-in-S dependency!
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Idea 2: Freezing the Future Brings K3/4 Dependency

1 K

color: policy

same π for B episodes: B i.i.d. trajectories of π

Play the same π for an epoch of B episodes
Estimate qπ from its own B trajectories: no mismatch, no Pk [DLWZ23; LWZ24]

But only update policies for K/B times =⇒ regret ≳
√
BK

Best efficient algorithm [LWZ24]: B ≈
√
K =⇒

√
BK = K3/4

Slow updates brings the sub-optimal K3/4 term!

Evaluate πk without relying on the past or freezing the future?
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Policy Optimization

Evaluate πk while Updating

past

freeze

ours

k

confidence radii ⇒ S

few updates ⇒ K3/4

fresh, and updated every episode

Estimate πk’s Q with later episodes while still updating πk+1, πk+2, . . .

Problem 1: episode κ > k runs πκ, not πk? πκ is fresh −→ rejection sampling
(cannot do the same in Idea 1: πk was computed from historical trajectories)

Problem 2: πk’s estimate is ready only after πk+1, πk+2, . . . −→ treat it as
delayed feedback, introduced voluntarily and on purpose
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Rejection Sampling

Episode κ > k runs πκ. Can its trajectory serve as a trajectory of πk?

s0 s1 s2 · · ·
a0 a1

πk(a0|s0)
πκ(a0|s0)

πk(a1|s1)
πκ(a1|s1)

· · ·

P(s1|s0,a0)
P(s1|s0,a0)

= 1
P(s2|s1,a1)
P(s2|s1,a1)

= 1

Likelihood ratio on actions: ratio of the two policies =⇒ known!
Likelihood ratio on states: the same P under both =⇒ cancels!
=⇒ Accept episode κ > k w.p. αk,κ := 1

2

∏︁
h

πk(ah|sh)
πκ(ah|sh) (if αk,κ ≤ 1)

Given Fκ−1: accepted w.p. 1
2 , and an accepted trajectory is a fresh trajectory of πk

=⇒ Pr{πκ accepted and visits (s, a)} = qπk(s, a)/2, regardless of history
We want αk,κ ≤ 1 =⇒ policies must change slowly.
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Policy Optimization: A Bandit Algorithm on Each State

Performance difference lemma [KL02] (q⋆: occupancy of the best policy π⋆)

RK =
∑︂
s

q⋆(s)

K∑︂
k=1

∑︂
a

(︁
πk(a | s)− π⋆(a | s)

)︁
Qπk

k (s, a)⏞ ⏟⏟ ⏞
a bandit at s: arm a has loss Q

πk
k (s, a) in episode k

Run Exponential Weights (EW) [FS97] at s: πk(a | s) ∝ exp
(︁
−η

∑︁
κ<k

ˆ︁Qκ(s, a)
)︁

(η: learning rate; ˆ︁Qκ: estimation of the Q-function Qπκ
κ )

EW’s regret at s: logA
η + η

∑︁
k

∑︁
a πk(a | s)E

[︁ ˆ︁Qk(s, a)
2
]︁

but weighted by q⋆

Bonuses [LWL21]: Feed ˆ︁Qk −Bk into EW for some Bk =⇒ now weighted by qπk

Want: still do importance weighting by 1/qπk(s, a), s.t. E
[︁ ˆ︁Qk(s, a)

2
]︁
≲ H2

qπk (s,a)
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Estimate 1/qπk by Geometric Resampling with Rejection (GRR)

k k + 1 k + 2 k + 3 k + 8

visits (s, a) × ×◦ ◦ ◦ ✓ ×: rejected
◦: accepted, misses (s, a)
✓: accepted, visits (s, a)

ˆ︁wk(s, a) = 6 attempts

+
Lk,h

2
+

Lk,h
2

+
Lk,h

2
+

Lk,h
2

+
Lk,h

2
+

Lk,h
2 pieces: adds up to final ˆ︁Qk(s, a)

Episode k visits (s, a) at step h =⇒ start an estimate
Each later episode κ > k is an attempt, accepted w.p. αk,κ

Success: accepted and visits (s, a) (happens w.p. qπk(s, a)/2 every time)ˆ︁wk(s, a): #attempts until success (Geometric Resampling [NB16] with Rejection)ˆ︁Qk(s, a) := 1[visit] · Lk,h

2 · ˆ︁wk(s, a): unbiased and E
[︁ ˆ︁Qk(s, a)

2
]︁
≤ 2H2

qπk (s,a)ˆ︁Qk ≈ H/qπk is big (changes πk a lot) feed it in small pieces, Lk,h/2 per attempt
Starts GRR w.p. qπk , lasts ≈ 2/qπk =⇒ ˜︁O(1) unfinished estimates per (s, a)
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Actual Feedback Delays

Bounding the Overhead due to Introduced Feedback Delays

n
1 2 3 4 5 6

πk(a | s)

πk+n(a | s)

pieces

gap

The n-th piece of ˆ︁Qk reaches EW in episode
k + n: delayed feedback [Jin+22; LRS23]

Delay cost: the pieces are weighted by πk+n

instead of πk; the difference:

ˆ︁wk(s,a)∑︂
n=1

Lk,h

2

(︁
πk(a | s)− πk+n(a | s)

)︁
log π(a | s) moves by ˜︁O(ηH2) per episode =⇒ gap ≲ ηH2nπk(a | s)
Visits w.p. qπk , then E[ ˆ︁w2] ≲ 1

(qπk )2
=⇒ delay cost = ˜︁O(ηH3) πk(a|s)

qπk (s,a)

Same as the EW regret (only H times larger)!
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Rarely Visited Pairs? Thresholding on Occupancy Measures

state-action pairs (s, a)

qπk (s, a)

θ

GRR needs αk,κ ≤ 1 for ≈ 2
qπk (s,a) episodes,

but policies stay that close for ≈ 1
ηH3 rounds

Thresholding: If qπk(s, a) ≥ θ ≈ ηH3,
estimate. Otherwise: rarely visited =⇒
estimation error ≤ H is negligible (qπk is
unknown: use confidence sets and pessimism
[LWL21])

bk(s) =
∑︂
a

πk(a | s)
(︃

ηH3

qπk(s, a)
1[qπk(s, a) ≥ θ] +H · 1[qπk(s, a) < θ]

)︃
Overhead is only

∑︁
s q

πk(s)bk(s) ≤ ηH3SA+HθSA ≈ ηH4SA per episode
Tabular AMDPs: RK = ˜︁O(︁

H5/2
√
SAK +H4S2A

)︁
w.h.p. (optimal in S,A,K)
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Linear AMDPs: Matrix GRR

Linear AMDPs: infinitely many states, known features ϕ(s, a) ∈ Rd

P(s′ | s, a) = ⟨ϕ(s, a), ψ(s′)⟩, ℓk(s, a) = ⟨ϕ(s, a), ζk,h⟩ for unknown ψ and ζ.

Qπ
k(s, a) is linear in ϕ(s, a). Covariance of π at layer h: Σπ

h := Eπ

[︁
ϕhϕ

⊤
h

]︁
Linear importance weighting [NO21]: ˆ︁Qk(s, a) = ϕ(s, a)⊤(Σπk

h )−1ϕk,hLk,h

key fact term from κ = k + n

GRR 1
q = 1

2

∑︁∞
n=1

(︁
1− q

2

)︁n−1
1− 1[κ accepted, visits (s, a)]

Matrix GRR Σ−1 = 1
2

∑︁∞
n=1

(︁
I − Σ

2

)︁n−1
I − 1[κ accepted]ϕκ,hϕ⊤κ,h

Issue: never “succeed” =⇒ truncate after M ≳ 1/λmin(Σ
πk
h ) attempts (large!)

Also: one estimate changes all (s, a)’s =⇒ large M means π changes fast
Small λmin = a rarely visited direction −→ thresholding again!
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Regions: No Rarely Visited Direction

×

×

C1

C2

bonus

bonus Dots: layer-h features of the last
√
K episodes

Group them into O(logK) ellipsoids C1, C2, . . .:
each takes at least half of the remaining dots
(elliptical potential lemma [APS11])

Cj ’s empirical covariance ˆ︁Σj has λmin ≳ ˆ︁pj
(fraction of dots in Cj) =⇒ truncate after
≈ dˆ︁pj ≤

√
K attempts

MGRR in each region: ˜︁O(d) unfinished estimates per region =⇒ π changes slowly
Dots outside all regions: cover using bonuses (like rarely visted pairs in tabular)

η ≈ K−1/2 =⇒ π close for
√
K episodes =⇒ outside regions’ bonus ≈ K−1/2

Linear AMDPs: RK = ˜︁O(︁
d3H4

√
K
)︁

w.h.p. (efficient & optimal in K)
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More in the Paper

Actual delays: losses of episode k arrive dk episodes later, total delay D :=
∑︁

k dk

Our analysis already allows delays: start an estimate once its losses arrive

best known ours
Tabular HS

√
AK +H

√
D [Zie+25] H5/2

√
SAK +H3

√
D

Linear K3/4 +D3/4, needs a simulator [LRS23] d3H4
√
K + d3/2H3

√
D

Lower bounds: tabular H
√
SAK +H

√
D [LRM22] and linear dH3/2

√
K +H

√
D [ZGS21]

Open questions

Optimal H and d? (H5/2 vs H and d3H4 vs dH3/2; [LT26]: optimal H but S
√
AK)

Other places where a changing policy must be evaluated, e.g., multi-agent RL?

Aarush Kulkarni, Khang Nguyen, William Chang, Yan Dai Introducing Feedback Delays to Non-Delayed AMDPs
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Evaluate the current policy with future episodes,
as if feedback was delayed – now introduced by us!

tabular: first
√
SAK linear: first efficient

√
K extensions to delays:

√
D

Thank you!

P https://arxiv.org/abs/2611.17214/
# yandai20@mit.edu � https://yandaichn.github.io/
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